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Abstract This paper focus on storage systems build by
using commodity hardware and an open-source
We analyzed the design and performance of iSCSlgeneral-purpose operating system. Commercial
storage systems, built into general purpose operiSCS| storage systems adopt specialized network
ating systems. Our experiments revealed that aadapters that directly support the iSCSI protocol
storage system that uses specialized functions, itind optimized operating systems to deliver high
conjunction with the modified operating system, performance. The latter approach has a clear ad-
outperforms a storage system that only uses thejantage from the perspective of performance. But
standard functions provided by the operating sys-the former approach can cut the costs and benefit
tem. However, our results also show that care-from the rapid progress of commodity hardware
ful design enables the latter approach to provide aand open-source software.
comparable performance to that of the former, in The isCS| target software packages that we
common workloads. invesitigated have different design philosophies:
one uses standard kernel interfaces to provide
rich functionality; the other implements and uses
functions specialized for iISCSI storage systems
by using low-level interfaces that the modified

1 Introduction

Many companies have started to consider the :
iISCSI protocol [1] used to build inexpensive Stor- kernel prowdfe. _

age Area Network (SAN) environments by using Our experiments confirm that the latter ap-
Ethernet networks. The iSCSI protocol encapsu-Proach outperforms the former. However, we

lates the SCSI protocol into the TCP/IP protocol, Wish to point out that careful design enables the
and carries packets over IP networks. latter approach to provide a similar performance

Several studies have conducted the perfor-{0 What the former approach can do in common
mance evaluation of the iSCSI protocol. How- workloads. We also confirm it is comparable to

ever, all of them evaluated the performance athatof an entry-class storage system.

host computer, called an initiator, issuing SCSI We used two iSCSI target software packages
commands. The performance of storage systemfor Linux, UNH iSCSI target software [2] ver-
known as a target, providing services to initiators sion 1.5.03 and Ardis target software [3] version
have not been investigated. 20040211.

We evaluated the design of iISCSI storage sys- The outline of the rest of this paper is as fol-
tems using two open-source software packagedows. Section 2 summarizes related work. Sec-
to build an iISCSI storage system on a general-tion 3 analyses the design of iSCSI target soft-
purpose operating system. ware. Section 4 presents our performance results.



And then Section 5 summarizes the main points3.1 Assessment criteria

to conclude the paper. . . :
pap Our assessment criteria for iISCSI target designs

is as follows:

2 Related work Kernel modification Modifying the source code
of Linux kernels, which are not specialized
for storage systems, can lead to the better
performance. However, such modifications
makes it difficult to utilize future functional-
ity developed by Linux kernel developers.

While some performance studies of the iISCSI
protcol have been conducted in the past, none has
evaluated iISCSI target systems.

Peter Radkov et al. [4] have compared the per-
formances of the iSCSI protocol and NFS (Net- |nteroperability A storage system would be

work File System) [5]. disqualified if it were to require software
Wee Teck Ng et al. [6] investigated the perfor- changes in the operating system or applica-

mance of the iISCSI protocol over wide area net- tion. That is, iISCSI storage systems need

works with high latency and congestion. to work in the exact same way as traditional
Sarkar et al. [7] compared an initiator im- direct-attached storage systems do.

plementation using a Gigabit Ethernet adapter . o
to implementations using specialized network DSk managementlit is important for storage
adapters, known as TOE and HBA adapters. systems in production use to utilize disk
. . . management features like Logical Volume
Ashish Palekar et al. [8] described the design
of UNH iSCSI target SOft\[NE'];ll’e g Manager (LVM) [10] and software RAID,
' . which are provided by Linux kernels.
There are a number of papers that point out that
on high-speed links is limited by the host system Performance Target software must be designed

and study several optimization approaches. to support workloads in a production envi-
Chase et al. [9] outline a variety of approaches ronment. In Section 4, we compare open-
to optimize TCP performance, which operating source iSCSI target systems to a commer-
systems specialized for commercial storage sys-  cial iSCSI target system, which is expected
tems possibly adopt. to support such workloads, by using bench-

mark software.

3 iSCSI target software design 3.2 Architecture overview

_ _ As shown in Figure 1, all targets use three ker-

The UNH target provides two different modes; ne| threads to provide the major part of the iSCSI
fileio modeanddiskio mode We call UNH fileio  target functionality: aead threadreceives data
target and UNH diskio target respectively. from an initiator; anl/O threadperforms I/O op-

We compare four iSCSI targets; UNH fileio erations; and arite threadtransmits the response
target, UNH diskio target, Ardis target, and our and data to the initiator.
iISCSI target, called hreaded-Ardigarget.

Our iSCSI target is based on the Ardis code.
We chose an Ardis iISCSI target software as the3'3 VO thread
starting point because it is easy to reuse the codén 1/O thread design, there are many design dif-
due to the simplicity of its design. ferences among the targets.
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3.3.1 Kernel modifications

Requests _L E Ardis target requires modifications to the source
— OO J‘ code of Linux kernels, although the others don't.
Comesion ———— |1 oo UNH fileio, UNH diskio, Threaded-Ardis tar-

Responses

objects, that is, standard kernel interfaces.

Ardis target uses unexported kernel functions
WRITE Thread  Outgoig Queue and data objects by modifying the kernel source
code in order to implement specialized functions.

Such modifications increase costs to utilize fu-
ture bug fixes and features produced by Linux ker-

— I ‘L — E Ej gets uses only exported kernel functions and data

Figure 1: Architecture overview of iSCSI target

UNH file mode nel developers.
Threaded-Ardis - - . . .

Virtual File system There is one more issue to consider about the
Ardis

e gets keep the design simple by choosing as many
high-level interfaces as possibile

On the other hand, the Ardis target uses many
low-level kernel interfaces in order to implement
specilized functions.

These different design philosophies lead to
tradeoffs. The usage of well-tested, high-level,
standard kernel interfaces has clear advantages
_ ) _ _ in terms of stability, implementation and mainte-
A Linux kernel provides several differentinter- ,54ce costs, and portability. On the other hand,

faces for I/O operations. As shown in Figure 2, ihe Ardis philosophy has performance advan-
each I/O thread uses a different interface. tages, due to its specialized functions.

UNH fileio and Threaded-Ardis targets use the
virtual file system (vfs) interface to perform 1/O
operations. UNH fileio target can only support
regular files, although the vfs interface also pro- About handling SCSI write commands, the UNH
vides access to block devices. On the other handfile target works in the different way as traditional
Threaded-Ardis target can support both regulardirect-attached storage systems do.
files and block devices. When an initiator receives a SCSI write com-

UNH diskio target uses an SCSI subsystem in-mand response from a target, the initiator expects
terface. The SCSI command data structure, in-the target to finish writing the data to a phys-
cluded in the iISCSI command, is passed to theical disk drive. We call thiswrite durability.
SCSI subsystem interface. As a result, a diskioFile systems and database programs depend on
I/O thread can only handle SCSI disk drives. this to maintain data integrity against system fail-

Ardis target uses original functions imple- ures [11].
mented by using the interfaces provided by the
modified Virtual Memory (VM) subsystem and
the block I/O Iayer. Ardis target can handle block n this paper, we call an interface providing rich func-

devices. tionality a high-level interface.

UNH disk mode
SCSI subsystem | | IDE subsystem

SCSI HBA drivers | | IDE chipset drivers

Disk Drives

| |
Virtual Memory System cost of maintaining the code.
— | |
| | UNH fileio, UNH diskio, Threaded-Ardis tar-
| |
| |
| |

Figure 2: 1/O interfaces

3.3.2 Interoperability




However, the UNH fileio target does not pro- commands simultaneously. Thus, I/O threads
vide write durability. When copying the received need an I/O interface to work asynchronously.
data to the page cache is completed, the target UNH diskio target can easily achieve this be-
transmits its response. The modified cached dataause the SCSI subsystem interface works asyn-
are written to disk at some future time by the chronously.

Linux kernel. When a system crashes before these The vfs interface, which UNH fileio and
data are written, the initiator finds the unwritten Threaded-Ardis targets use, works syn-
data even if the initiator received the completion chronously. That is, the vfs interface makes
response of the data. an /O thread block until an 1/O operation

Due to the lack of write durability, the UNH finishes.
fileio target is not practical for production pur-  Threaded-Ardis target uses multiple 1/O
poses. threads to handle multiple 1/O operations si-
multaneously, although UNH fileio target can
handle only one SCSI command at a time. We
will examine how much this constraint effects

UNH fileio, Ardis, and Threaded-Ardis targets Performance in section 4.
have the advantage of device virtualization. That Ardis target also has difficulty performing
is, the Linux kernel provides a generic interface SCSI command 1/O operations simultaneously,
to various block devices, allowing all block de- because the interface for the page cache works
vices (SCSI, IDE, Serial-ATA disk drives, etc) to Synchronously. To carry out the SCSI command
be used easily. In addition, these targets also us@perations, the Ardis I/O thread adopts a polling
virtual block devices that provide flexible stor- model by using VM subsystem interfaces which
age management (LVM) and redundancy (soft-are not exported to external kernel modules.
ware RAID).

In contrast, UNH diskio target cannot use such
features because it bypasses the block 1/0 Iayer,4 Performance
which provides such features. Thus, as described
UNH diskio target can support only SCSI disk

3.3.3 Disk management

4.1 System Comparison

drives. We examined five iSCSI target systemArdis,
which is the original version of the Ardis tar-
334 Performance get; Threaded-Ardiswhich a newly implemented

target based on the Ardis target codgNH-

UNH fileio, Ardis, and Threaded-Ardis targets disk which is the UNH target using diskio mode;
can use the page cache, which minimizes disk /OUNH-file, which is the UNH target using fileio
by storing data in the physical memory, whereasmode; andJNH-file-syndis the a modified UNH
UNH disk target cannot. This is because the UNH target using fileio mode that provides write dura
diskio target bypasses the VM subsystem, whichbility by setting theO_ SYNCflag.
provides the page cache feature, and directly ac- There is no difference between UNH-file
cesses the SCSI subsystem. As a result, everand UNH-file-sync about executing READ com-
SCSI read command invokes a disk 1/0, which mands. Thus, we omit the results of UNH-file-
causes a poor read performance. This is consync about read workloads.
firmed in section 4. Table 4.1 lists our iSCSI configurations.

To achieve a high performance, an I/O thread We report the averages of the five runs for all
needs to perform 1/O operations required by SCSIthe experiments.

4



Table 1: iSCSI parameters 70 ' ' '
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InitialR2T on z Wk |
ImmediateData On = a0 L |
MaxRecvDataSegmentLengthl28 KB % e Ardis
MaxBurstLength 256 KB 3 0 hreaded Ardis - 7
FirstBurstLength 64 KB Fowog UNH-file o -
MaxConnections 1 ob T o Ulhfilesyng e
MaxOutstandingR2T 1 2048 4096 8192 16384 32768

1/0 Size (in bytes)
] ] Figure 3. Sequential write results
4.2 Experimental infrastructure 20 _ _ 9
The iISCSI target host uses one 2.0 GHz Xeon pro- 5 60 e 3
cessor, with 2 GB main memory, and runs the % 50 ]
Linux kernel version 2.4.25. Maxtor Atlas 10K, = 1
36.7 GB 10,000 RPM SCSI disks are directly con- € 40T l
nected to the host via LS| Logic 53C1030 Ul- 2 30 ¢ !
tra320 SCSI chip. S 20} e ""A}dis e
The iSCSl initiator host uses one 2 GHZ Xeon £ | | ...-® " Threadedrardis -~ |
processor with 1 GB main memory, and runs the . . UNHfile o
Linux kernel version 2.6.4. It uses the version %048 4096 8192 16384 32768
4.0.1.1 of a Cisco iSCSl initiator [12]. /O Size (in bytes)
Both the hosts use an Intel Pro/1000 MT Server
Adapter connected to a 66MHz 64-bit PCI slot. Figure 4: Sequential read results

They are connected by an Extreme Summit 7i gi-
gabit Ethernet switch.

The UNH-file provides a regular file, stored on pacause of its bugs.
the ext2 file system, as a logical unit (LU) to the

e Figure 3 shows the results of the sequential
initiator.

writes. As expected, the UNH-file-sync perfor-
mance was very poor because it cannot handle 1/0
4.3 Microbenchmark results operations simultaneously.

_ _ While the UNH-file cannot handle 1/0 opera-
We performed microbenchmarks that run in ker- o5 simultaneously, it can provide performance

nel mode and directly interact with the block 1/0 comparable with others. This is because the tar-
layer. The benchmarks read or wrote data 50,000yet host rarely performed disk 10s. That is, the
times, with I/O sizes ranging from 210 32 KB gyerhead of disk operations has little effect on
bytes. _ the performance. The ext2 file system, on which
The benchmarks began with a cold cache ony,e UNH-file stores the file provided for the ini-
both the initiator and target hosts. tiator as a LU, delays writing modified cached
Wlth Ard_ls, we were not able to pe_rform S€- data to disk. Especially, it outperformed others
quential writes with 2KB or all tests with 32KB 5, /0 sizes of less than 8 KB because the oper-



6 : : : in 4 KB units.

™ Ardis —— # Threaded-Ardis performs at 639%91% of

S 5 readed-Ardis ---x g . . .

g UNH-disk ------ Ardis. This is due to the performance difference

S 4t UNH_%E:;}E el C between the specialized functions and the vfs in-
E , terface. The vfs interface for reads is more com-
= 3r =1 . - . .

3 X plicated than specialized functions because it per-
f:m 2+ _ —“ forms extra operations like read-ahead (prefetch-
g R ing of the next disk blocks).

. Figure 5 and 6 shows random writes and reads

respectively. The large performance drop results
from the overheads of disks.

While most of the results are as expected, there
IS one point to note. The write performance of
Ardis is slower than UNH-disk, UNH-file, and

2048 4096 8192 16384 32768
I/O Size (in bytes)

Figure 5. Random write results

Ardis —+— ' Threaded-Ardis. This is because Arbre cannot ef-
| Threaded-ardis ——— ) fectively handle lots of pending SCSI commands
UNH-file -~ > due to the adoption of a polling model. With ran-

dom writes and reads, it takes longer to complete
4 I/O operations. Thus, targets tend to handle more
) SCSI commands simultaneously.

Throughput (in MB/sec)

. 4.4 Macrobenchmark results

048 4096 8192 16384 32768 To evaluate the performance in common work-

/O Size (in bytes) loads, we performed two macrobenchmarks.
With these macrobenchmarks, we also evaluated
an entry-class commercial iISCSI target system.
The product details are confidential.

With macrobenchmarks, the initiator host cre-
ating system performed no disk operations duringates an ext2 file system with a 4 KB block size
the benchmarks in these conditions. on a block device that the target provides and

Ardis, Threaded-Ardis, and UNH-disk had mounted it with the default option.
comparable performances. This indicates that the
multi-threaded design overheads are negligible. 441 Ppostmark benchmark

Figure 4 shows the results of sequential reads.

As expected, the UNH-file was Outperformed by To evaluate the performance in write inten-

the others, because it cannot handle I/O operaSive workloads, we ran the PostMark bench-
tions simultaneously. Unlike sequential writes, mark [13], designed to measure performance in
completing a SCSI command takes time due tothe ephemeral small-file workloads seen by Inter-
disk Operations_ Thus’ we could see the |arge per.net service prOVideI’S. We set the benchmark to
formance drop results from the lack of ab|||ty to run with 20,000 files, 50,000 transactions, and file

handle multiple SCSI commands at a time. sizes of between 512 bytes and 16 KB.
With 2 KB, Ardis is faster than UNH-disk. This The benchmarks were run with a cold cache on

is because Ardis always performs 1/0 operationsPoth the initiator and target hosts.

Figure 6: Random read results
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Figure 7: Postmark results Figure 8: Network server benchmark results

Figure 7 shows the results. As expected, the When the number of files is 1,024, the hit rate
UNH-file-sync performance was the worst. All decreased. Thus, the page cache did not have
targets except for the UNH-file-sync and UNH- much effect on the performances. As a results,
file targets provided comparable throughputs.  we could see the smaller performance margin be-

tween the three targets using the page cache and
4.4.2 Network server benchmark UNH-disk. With taking account of 2 GB mem-
) ) ory of the target host, the hit rate is lower than ex-
We ran a read intensive benchmark, Network yected. Thisis because Linux kernels use only the

Server benchmark, designed to produce the worksi st 896 MB of physical memory as page cache
loads seen by HTTP or FTP servers. The bench+,, piock devices.

mark repeatedly reads many files, which were

placed in one directory, in random order. The files

are subjected to repetitious reads. Thus, the pag® Conclusion
cache has large effects on the performances.

We configured the benchmark to read 512, 2 This paper presents an analysis of the iSCSI target
MB files 4,096 times in total and 1,024, 2 MB software designs, using two open source software
files 4,096 times in total. The maxium size of packages. Our experiments showed that, without
disk that UNH-disk can provide to the initiator is any modification to the general-purpose operating
2 GB. Thus, it cannot handle 1,024, 2MB files.  system kernel, careful design techniques enable to

The goal of the benchmark was to evaluate howachieve the comparable performances of the stor-
much the page cache effected the performanceage system that uses specialized functions with
Therefore, we started the benchmark with boththe modified kernel on both the read and write in-
the initiator and target in a hot cache. tensive workloads. We also found that an iSCSI

Figure 8 shows the results. The page cache orstorage system build by using open-source soft-
the target host achieved a hit rate of 85.4% andware and commodity hardware can provide com-
25.4% respectively. parable performance with an entry-class storage

When the number of files is 512, we could see system.
that the three targets using the page cache, greatly Threaded-Ardis source is available frdittp:
outperformed UNH-disk that cannot use the page//sourceforge.net/projects/iscsitarget/
cache.
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